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1. Introduction  
 

One of the key differentiators of SAP BW are the various easy -to-consume options to model 

business semantics without the need to care for their technical implementation. The delta 

capabilit y of DataStores, hierarchies, elimination of internal business volume, and non -cumulative 

key figures are just a few examples. This document focuses on inventory handling and non -

cumulative key figures. It does not describe the business point of view of this topic, nor does it 

elaborate on best practices how to model non -cumulatives. Instead,  it describes how non -

cumulative data is stored in InfoProviders, how query processing works if non -cumul ative key 

figures are involved and how to sw itch to the improved handling of non -cumulatives as from SAP 

BW 7.40. On top of that,  this guide describes exciting new functionalities like the option to store 

non-cumulatives in advanced DataStores or to create external SAP HANA views for queries with 

non-cumulative key figures.  

 

 

 

2. Scenario  
 

Non-cumulative key figures can be used for a variety of measures like various types of stocks or 

headcount . In this document,  we focus on non-cumulative key figures to handle an inventory 

management scenario  in SAP BW. 

A potential scenario for stock s in the retail business could look like this:  

1. On 2015-02 -22, the initial stock balance  is extracted from a source system and uploaded 

into SAP BW first.  At this moment,  the extracted initial stock quantity is the operational 

current stock in the source system.  

2. To be able to report on stock quantities before 2015 -02 -22 we also load historic al 

movements  that happened before the initial stock balance was extracted.  

3. From now on goods issues as well as goods receipts are loaded as daily delta  movement s.  

 

2.1 Data Model  
In SAP BW, stocks are modeled as so-called non-cumulative key figure s. They are used to process 

measures that  cannot be meaningfully cumulated over time. Non-cumulative key figures are 

summarized (over time) by using the so -called exception aggregation (last value, first value, 

minimum, maximum, average).  

A non-cumulative key figure is either calculated based on two cumulative key figures, one for 

inflows and one for outflows  (see Picture  1) or it is calculated based on a single cumulative key 

figure containing the difference  of inflow and outflow.  

In the data model,  we use an InfoCube with a non-cumulative key figure (see Picture 2). Later in this 

document,  we will see that advanced DataStore Objects  can also handle non-cumulative key figures 

(see chapter  4.1.6).  

The InfoCube NCUMCUBE contains two  cumulative key figures , one for goods receipts (inflows),  

and one for goods issues (outflows) : 'Receipt Quantity Total Stock ' (0RECTOTSTCK) and 'Issue 

Quantity  Total Stock ' (0ISSTOTSTCK) .  

Additionally , there is a non-cumulative key figure: ' Quantity Total Stock' (0TOTALSTCK). The value 

of this key figure is calculated based on inflows (goods receipts) and outflows (goods issues). The 

non-cumulative key figure 0 TOTALSTCK itself is not stored in the InfoCube fact table(s) but only 

calculated on the fly  when the InfoCube is being read by a query or any other interface .  
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0TOTALSTCK uses aggregation SUM and exception aggregation 'Last Value' ( LAST). The reference 

characteristic for exception aggregation is always the most granular time characteristic of the 

InfoProvider in which the non -cumulative key figure is used. In our case, it is 'Calendar Day' 

(0CALDAY).  

 

 

Picture  1: Non-cumulative key figure with inflow and outflow  

 

 

Picture 2: InfoCube with non -cumulative key figure  
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2.2  Data Extraction  and Transformation  
In SAP ERP systems,  there are two extractors that  cover initial stock balances, historic movements,  

as well as deltas: 2LIS_03_BX and 2LIS_03_BF.  

The extractor 2LIS_03_BX is used to load initial stock balances that are stored in table MARD and 

others. As mentioned above 2LIS_03_BX extracts the operational current stock. That is why the 

extractor does n ot allow selecting a key date. No material  movements must be posted while the 

initial stock is extracted.   

The extractor 2LIS_03_BF reads historic material movements as well as delta movements, which  

are stored in table MSEG and others.  

More details on the se extractors and detailed step-by-step  instructions are described in SAP First 

Guidance z SAP NetWeaver BW 7.30 on HANA z Inventory InfoCubes . 

The focus of this document is not on the extraction but on the  processing of non -cumulatives in 

SAP BW. Therefore,  we simply extract from two transparent tables  created in SAP BW. The table 

ZINITIALBALANCE contains the initial stock balance per 2015-02 -22 (see Picture 3) while the table 

ZMOVEMENTS contains any material  movements z historical transactions and delta  movements 

(see Picture 4). 

 

 

Picture 3: Structure of table ZINITIALBALANCE with initial stock balance per 2015-02 -22 

 

 

Picture 4: Structure of table ZMOVEMENTS wi th material  movements  

 

To be able to extract from both tables we create  two generic DataSources via transaction RSO2 . 

After saving the DataSource ZINITIALBALANCE that  extracts from the identically named table, it is 

important to edit t he properties of this DataSource stored in table ROOSOURCE. To do so, call 

http://scn.sap.com/docs/DOC-28525
http://scn.sap.com/docs/DOC-28525
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transaction SE16, table ROOSOURCE, restrict OLTPSOURCE to 'ZINITIALBALANCE' and change 

the column STOCKUPD from space to 'X'.  Only then, the DataSource can be used to load initial 

stock balances. You may verify the DataSource properties in transaction RSA2. There, in the tab 

'Extraction', you should see that the flag 'Init. Non -Cum.'  is checked (see Picture 5). 

 

 

Picture 5:  DataSource setting  'Init. Non -Cum.'  

 

For DataSource ZMOVEMENTS, you should mark the field CALDAY for selection. Then both 

DataSources must be replicated and activated as 7.x DataSource s in transaction RSDS. You should 

verify that the DataSource ZINITIALBALANCE is shown as DataSource for 'Opening Balance'  

(see Picture 6). 

 

 

Picture 6: DataSource ZINITIALBALANCE for 'Opening Balance'  

 

The two DataSources and the InfoCube are connected by two simple transformations as shown in 

Picture 7 and Picture 8. 
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Picture 7: Transformation between DataSource ZINITIALBALANCE and InfoCube NCUMCUBE  

 

 

Picture 8: Transformation between DataSource ZMOVEMENTS and InfoCube NCUMCUBE 

 

 

 

3. Non -Cumulatives in InfoCubes  
 

In the following chapters,  we look at how data is loaded and stored depending on the InfoCube 

subtype (classic vs. HANA -optimized) and we will learn more about the latest optimizations for 

non-cumulatives in SAP BW 7.40.  

We start with the classic (i.e. non-HANA-optimized) InfoCube  as it was already used in SAP 

BW 7.0x. You may ask why we spend a few lines on InfoCube types that should not be used any 

longer in SAP BW powered by SAP HANA. Well, it probably helps knowing the history to get a better 

understand ing of the advantages of t he improved concept introduced with SAP BW 7.40. However,  

it is up to you to skip to the chapter you are interested in. The important steps and aspects will be 

repeated in each chapter.  

 

3.1 Non -Cumulatives in Classic InfoCubes  
So let's have a look at how non-cumulatives are loaded into a classic InfoCube , how the data is 

stored internally and how it is read by the Analytic Manager.  
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3.1.1 Initial Stock Balance  
To load the initial stock balance we create  and run an InfoPackage for DataSource 

ZINITIALBALANCE with update mode 'Generate Initial Status' (see Picture 9) as well as a DTP from 

DataSource ZINITIALBALANCE into InfoCube  NCUMCUBE with extraction mode 'Initial Non -

Cumulative for Non -Cumulative Values'  (see Picture 10). 

Please remember that we simply extract data from transparent tables , which were created in SAP 

BW. In case you extract from ERP , please consider chapter 2.2. 

 

 

Picture 9: InfoPackage with Update Mode 'Generate Initial Status'  

 

 

Picture 10: DTP with Extraction Mode 'Initial Non -Cumulative for Non-Cumulative Values'  

 

Picture 11 shows the initial stock balances of our sample scenario, which  are stored in table 

ZINITIALBALANCE.  

 

 

Picture 11: Initial stock balances  in table ZINITIALBALANCE 
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Before we have a look at the content of the InfoCube  after loading the initial stock balances , we 

briefly recap the table layout of classic InfoCubes. They are represented by the BW -extended star 

schema with two fact tables (E -table with read-optimized partitioning, F -table with write/delete -

optimized partitioning), dimension tables as  grouping sets  of characteristics,  and shared m aster  

data tables.  

Another aspect of InfoCubes that plays an importa nt role in the next chapters is the record type. 

Technically this is the InfoObject 0RECORDTP which is stored in the package dimension table ; so 

record type is an attribute of a dimension ID. It is important to keep in mind that the semantics of 

the record  type depends on the InfoCube subtype and the release of SAP BW.  

So let's have a look at the content of the F fact table and the package and time dimension tables 

after we ran the InfoPackage and the DTP for the initial stock balance  (see Picture 12). 

 

 

Picture 12: Content of F fact table, time and package dimension after loading initial stock balances  

 

While writing the initial stock balances into the F fact table, BW converted the date va lue from 

2015-02 -22 into 9999 -12-31. Furthermore the opening stock balance was written into a dimension 

(DIMID 3 in our case) with record type '1' ( 0RECORDTP='1'). Why was this done?  

Non-cumulative classic InfoCubes  use the technical InfoObject 'Record Type' (0RECORDTP) to 

differentiate between  

ς the so-called reference points with 0RECORDTP='1' and  

ς "normal" fact table records for historical and delta movements with 0RECORDTP='0'. 

Remark: With HANA-optimized InfoCubes in SAP BW 7.3x, record type  '2' was introduced for 
historical movements. We will see that later  (see chapter 3.2.1). Classic InfoCubes still use record 
type '0' for delta movements as well as for historical movements.  

What is a reference point at all? For classic InfoCubes, r eference points (0RECORD_TP='1') cont ain 

the initialization records i.e. the initial  stock balances in our scenario.  They are always stored for the 

fixed date 9999 -12-31 (infinity). Furthermore,  reference points are updated whenever a request 

with delta movements is collapsed. In other  words,  reference points are the stock values of the 

initialization plus/minus those of all collapsed requests  with delta movements . Sounds confusing? 

Let's continue with collapsing and loading data. It should become  clearer soon.  

After loading the initial stock balances, you should collapse that request first. To do so you leave 

the flags in the 'Collapse' tab on their default values i.e. 'No Marker Update' must remain un checked  

(see Picture 13). In other words, "marker update" must be active.  The term 'marker' is used as 

synonym for 'reference point' here.  
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Picture 13: Collapse request with initial stock balances  

 

After collapsing the request with initial stock balances, we see that the content of the F fact table is 

moved to the E fact table (see Picture 14). All fact table records no w refer to package dimension 

ID 1 i.e. record type is still '1' but the request information is gone (0REQUID='0') which is the 

expected behavior of InfoCube collaps e.  

 

 

Picture 14: Content of E fact table, time and package dimension after collapsing  initial stock 

balances 

 

3.1.2 Delta Movements  
In the next step,  we load delta movements i.e. those stock changes that occurred after the 

initializa tion on 2015-02 -22. To do so we create a simple DTP from DataSource ZMOVEMENTS into 

InfoCube NCUMCUBE with a filter on CALDAY > '2015-02 -22' and run it.  

Picture 15 shows the delta movements of our sample scenario, which are stored in table 

ZMOVEMENTS. 
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Picture 15: Delta movements in table ZMOVEMENTS  

 

As explained above, delta  movements are loaded for record type '0'. Consequently,  we see new 

records in the F fact table for package dimension ID 4  with 0RECORDTP='0' after loading the delta 

movements (see Picture 16). The content of the E fact table remains unchanged.  

 

 

Picture 16: Content of F fact table, time and package dimension after loading delta movements  

 

Now we collapse the delta movements . This must also be done with 'No Marker Update' unchecked  

in the 'Collapse' tab  (see Picture 13). 

After collapsing the request with delta movements , we see that the content of the F fact table is 

moved to the E fact table  (see Picture 17). All fact table records related to delta movements now 

refer to package dimension ID 0 i.e. record t ype is still '0' and  the request information is gone 

(0REQUID='0') which is expected after collapsing a request .  

On top of that,  the system updated the values of the reference points while collapsing the delta 

movements. Let's verify that for material A100 in plant  S400:  

 

 100 reference point before collapsing the delta movements  

z 70 goods issue on 2015-02 -25 

+ 150 goods receipt on 2015 -02 -26 

 180 new reference point value after collapsing the delta movements  
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Picture 17: Content of E fact table, time and package dimension after collapsing delta movements  

 

The reference points were updated because the flag 'No Marker Update' was un checked  in the 

'Collapse' tab. 'Marker' is a synonym to 'reference point ' here as mentioned above . This logic 

ensures that the reference points z according to the definition above z contain the initialization 

records (i.e. the initial stock balances in our scenario) plus/minus all collapsed requests with delta 

movements.  

Why does SAP BW update the reference points during collapse of requests? If an InfoCube is 

regularly collapsed, recent stock values can be computed with minimal effort based on the 

reference points and "a few" delta movements  according to the time restriction in the query . 

Calculating stock values from long ago is more time -consuming. However, the typical reporting 

scenario is likely to benefit from this concept as recent data is usually queried more often.  

At this point,  we should verify how the result of a simple qu ery without any filters looks like.  

 

 

Picture 18: Query result after loading initial stock balances and delta movements  

 

This looks like the expected result. We get a drilldown for the comp lete time interval between 

2015-02 -22 and 2015-02 -26 including days without any material  movement. However,  we do not 

see any material  movements prior to the initialization date. So let's go ahead and load some 

historical movements.  
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3.1.3 Historical Movements  
Now we load historical movements i.e. those stock changes that occurred before the initialization 

on 2015-02 -22. To do so, we create a simple DTP from DataSource ZMOVEMENTS into InfoCube 

NCUMCUBE with a filter on CALDAY < '2015-02 -22'. There is no differen ce between the DTP for 

delta movements and the DTP for historical movements if the data target is a classic InfoCube  z 

except for the filter on CALDAY. So the system cannot distinguish between historical and delta 

movements at this point.  

Picture 19 shows the historical  movements of our sample scenario, which are stored in  table 

ZMOVEMENTS. 

 

 

Picture 19: Historical movements in table ZMOVEMENTS  

 

As explained above, historical movements are loaded for record type '0' in case the InfoProvider is 

a classic InfoCube . Consequently,  we see new records in the F fact table for package dimension ID 5 

with 0RECORDTP='0' after loading the historical  movements (see  Picture 20). 

 

 

Picture 20 : Content of F fact table, time and package dimension after loading historical movements  
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Let's run the query again.  

 

 

Picture 21: Incorrect q uery result after loading historical movements z before collapse  

 

This time , the query shows an unexpected result, but why? Semantically the historical movements 

were already contained in the initial stock balances. In fact, from a business point of view, the 

historical movements finally led to the initial stock balances. How ever, the Analytic Manager is not 

aware of that fact. Instead,  the system currently considers the historical movements as "normal" 

delta movements  and considers them twice. For example, t he correct stock qu antity for material 

B200 on 2015 -02 -26 is 100 (see Picture 18). But now , the historical goods issue of 300 on 2015 -02 -

17 is subtracted which leads to an incorrect value of -200 on 2015 -02 -26. 

To correct that, w e have to collapse the request with historical movements. When collapsing 

historical movements it is crucial to check the flag for 'No Marker Update' (see Picture 22). 

Otherwise,  the historical movements would be added to the reference points and thus would be 

considered as "normal" delta movements.   

 

 

Picture 22: Collapse request with historical movements  

 

After collapsing the request with hi storical movements, we see that the content of the F fact table is 

moved to the E fact table (see Picture 23). All fact table records related to historical movements 

now refer to package dimension ID 0 i.e. record type is still '0' and the request information is gone 

(0REQUID='0') which is the expected behavior of InfoCube collapse.  
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Picture 23: Content of E fact table, time and package dimension after collapsing  historical 

movements  

 

The system did not update the values of the reference points  because 'No Marker Update' was 

checked  in the 'Collapse' tab. Now we get the expected query result including historical movements . 

 

 

Picture 24: Query result after collapsing historical movements  

 

Collapsing requests with an incorrect setting for 'No Marker Update' is one of the main reasons for 

"incorrect" data in non -cumulative classic InfoCubes and a major drawback of the non -cumulative 

concept for classic InfoCubes . Besides, it is not possible to validate historical movements without 

collapsing them but on the other hand, it is not possible to  delete the collapsed request with 

historical transactions if the data is not correct. Both issues were addressed when the logic for 

HANA-optimized InfoCubes was implemented , as we will see in chapter 3.2. 
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3.1.4  Query Processing  
This chapter explains how the Analytic Manager  calculates the stock value for a time interval 

between t 1 and t2 for classic InfoCubes . 

 

 

Picture 25: Formula for the inventory value at any time t0  

 

The formula above shows how stock values for any time t 0 in a time interval between t 1 and t2 are 

computed.  This requires two read requests to the database and some calculation within SAP BW : 

 

1. The first read request computes  the stock value at infinity. To do so the Analytic Manager 

adds the reference point  (record type '1') and all movements in un collapsed  requests with 

record type '0'. This query does  not have a time characteristic  in the "GROUP BY". 

2. The second read request  reads all movements between t 1 and infinity z with time 

characteristic in the "GROUP BY".  

3. Using the data read in step 2, the system is able to do a backwards calculation from  the 

values at infinity (read in step 1) to the upper limit of the inter val t2 z and further to the lower 

limit of the interval t1. This is simply done by subtracting all goods receipts and adding all 

goods issues that  happened between infinity  and the requested point in time . 

 

For material A100, plant S400,  and time interval between 2015-02 -24 (t 1) and 2015-02 -26 (t 2), the 

calculation would look like this:  

 

1. Compute the s tock value at infini ty for material A100, plant S400.  

 180 reference point  

+/ z n/a  uncollapsed  requests with record type '0'  

 180 stock value at infinity  

2. Read all movements between 2015 -02 -24 (t 1) and infinity  for material  A100, plant  S400.  

3. Calculate backwards from stock value at infinity by subtracting all goods receipts and 

adding all goods issues read in step 2 : 

 180 stock value at infinity  

+/ z n/a  movements with date > 2015-02 -26 and < infinity  

 180 stock value on 2015-02 -26 

 

 180 stock value at infinity  

z 150 movements with date > 2015-02 -25 and < infinity  

 30 stock value on 2015-02 -25 
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 180 stock value at infinity  

z 150 
movements with date > 2015-02 -24 and < infinity  

+ 70 

 100 stock value on 2015-02 -24 

 

3.2  Non -Cumulatives in HANA -optimized InfoCubes   
in 7.3x  

In the previous chapter , we looked at how data is loaded and internally stored in a classic (i. e. non-

HANA-optimized) InfoCube. In this chapter , we will see how non-cumulatives are loaded into a 

HANA-optimized  InfoCube  in SAP BW 7.3x, how the data is stored internally , and how it is read by 

the Analytic Manager.  

Please note that this chapter also a pplies to HANA-optimized InfoCube s in SAP BW 7.40 and 7.50 if 

they were originally created in SAP BW 7.3x  and have not yet been switched  to the optimized non -

cumulative logic that was introduced with SAP BW 7.40. See chapter 3.3.5 for further details on 

how to identify whether an InfoCube has already been switch ed to the optimized handling  or not . 

In case you read the previous chapter,  you may notice that there are q uite some redundancies 

between both chapters. On the other side, this allows you to skip those parts of the document you 

are not interested in . 

 

3.2.1 Initial Stock Balance  
To load the initial stock balance we create an InfoPackage for DataSource ZINITIALBALANCE  with 

update mode 'Generate Initial Status' (see Picture 9) as well as a DTP from DataSource 

ZINITIALBALANCE into InfoCube NCUMH73X with extraction mode 'Initial Non -Cumulative for 

Non-Cumulative Values'  (see Picture 26). 

Please remember that we simply extract data from transparent tables, which  were created in SAP 

BW. In case you extract from ER P, please consider chapter 2.2. 

  

 

Picture 26: DTP with Extraction Mode 'Initial Non -Cumulative for Non -Cumulative Values'  

 

Picture 27 shows again the initial stock balances of our sample scenario, which  are stored in table 

ZINITIALBALANCE.  
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Picture 27: Initial stock balances in table ZINITIALBALANCE 

 

Before we have a look at the content of the InfoCube, we briefly recap the table layout of HANA -

optimized InfoCubes. Classic InfoCubes are represented by the BW -extended star schema with two  

fact tables ( F- and E-fact table), dimension tab les as grouping sets of char acteristics and shared 

master d ata tables. While this  schema is optimized for classic RDBMS technology, it is not required 

for a modern in -memory  database like SAP HANA. HANA-optimized InfoCubes are greatly 

simplified by using o nly one fact table and joining directly to  the master  data tables  z except for the 

package dimension. See Klaus Nagel's blog Aspects of the HANA -optimized InfoCube  for further 

details.  

So let's have a look at the content of the fact table and the package dimension table  after we ran the 

InfoPackage and the DTP for the initial stock balance (see  Picture 28). 

 

 

Picture 28: Content of the fact table  and package dimension after loading initial stock balances  

 

While writing the in itial stock balances into the fact table, BW converted the date value from 

2015-02 -22 into 9999 -12-31. Furthermore the opening stock balance was written into a dimension 

(DIMID 4 in our case) with  record type '1'  (0RECORDTP='1'). Why was this done?  

Non-cumulative HANA-optimized InfoCubes  in SAP BW 7.3x use the technical InfoObject 'Record 

Type' (0RECORDTP) to differentiate between  

ς the so-called refe rence points with 0RECORDTP='1',  

ς delta movements with 0 RECORDTP='0' and 

ς historical movements with 0RECORDTP='2'.  

With HANA-optimized InfoCubes in SAP  BW 7.3x, record type '2' was introduced for historical 

movements. This allows SAP BW to identify historical movements by their record type which was 

not possible before with classic InfoCubes. Introducing record type '2' closes a gap in the original 

concept for non -cumulatives and helps avoiding the main error source for unexpected query results 

with non-cumulative InfoCubes (see chapter 3.1.3 for further details ). 

For HANA-optimized InfoCubes in SAP BW 7.3x, r eference points (0RECORD_TP='1') contain the 

initialization records i.e. the initial stock balances in our scenario.  They are always stored for the 

fixed date 9999 -12-31 (infinity). Unlike for classic InfoCube s, reference points in HANA-optimized 

InfoCubes in SAP BW 7.3x are not  updated when a request with delta movements is collapsed. Why 

did this change? The computing power of SAP HANA makes it possible to aggregate stock value s 

http://scn.sap.com/docs/DOC-61049
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during query runtime. Thus, no special handling for reference points is required during collapse of 

requests.  

With this information we can describe the semantics of the record type in a slightly different way: 

Non-cumulative HANA-optimized InfoCubes  in SAP BW 7.3x use the technical InfoObject 'Record 

Type' (0RECORDTP) to differentiate between  

ς the so-called reference points with 0RECORDTP='1',  

ς fact table records that are not yet (semantically) contained  in the reference points with 

0RECORDTP='0' and 

ς fact table records that are alrea dy (semantically) contained in the reference points with 

0RECORDTP='2'. 

This description may be less intuitive than the one above. However,  it is more precise as it also fits 

for HANA-optimized InfoCubes in SAP BW 7.3x that were converted from classic Info Cubes. 

Back to our scenario. After loading the initial stock balances, you should collapse that request first. 

Unlike for classic InfoCubes there is no flag 'No Marker Update' and hence no need to decide on the 

right setting (see  Picture 29).  

 

 

Picture 29: Collapse request with initial stock balances  

 

After collapsing the request with initial stock balances, we see that all fact table records now refer 

to package dimension ID 1 i.e. record type is still '1' but the request information is gone 

(0REQUID='0') which is the expected behavior of InfoCube coll apse (see Picture 30 ). HANA-

optimized InfoCubes do not have an E fact table. Therefore,  data is not moved between fact tables 

but only updated in the fact table.  

 

 

Picture 30 : Content of the fact table  and package dimension after collapsing  initial stock balances 
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3.2.2  Delta Movements  
In the next step,  we load delta movements i.e. those stock changes that occurred after the 

initialization on 2015 -02 -22. To do so we create a simple DTP from DataSource ZMOVEMENTS into 

InfoCube NCUMH73X  with a filter on CALDAY > ' 2015-02 -22' and run it.  

Picture 31 shows again the delta movements of our sample scenario, which are stored in  table 

ZMOVEMENTS. 

 

 

Picture 31: Delta movements in table ZMOVEMENTS  

 

As explained above, delta movements are loaded for record type '0'. Consequently,  we see new 

records in the fact table for package dimension ID 5 with 0RECORDTP='0' after loading the delta 

movements (see Picture 32). 

 

 

Picture 32: Content of the fact table and package dimension after loading delta movements  

 

Now we collapse the delta movements. Just to repeat the field 'No Marker Update' is not  shown in 

the 'Collapse' tab for HANA -optimized InfoCubes (see Picture 29). So there is no need to decide on 

the right setting.  

After collapsing the request with delta movements, we see that all fact table records related to 

delta movements now refer to package dim ension ID 0 i.e. record type is still '0' but the request 

information is gone (0REQUID='0') which is expected after collapsing a request (see Picture 33). 
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Picture 33: Content of the fact table and package dimension after collapsing delta movements  

 

Unlike for classic InfoCubes, the reference points were not  updated while collapsing the request 

with delta movements. Not updating the reference points also means that stock values in reporting 

have to be computed as the total of the initial stock balance plus/minus all delta movements that 

happened before the da te requested by the query. This is in line with the idea that SAP HANA is 

able to aggregate a huge number of stock values at query runtime in a very short time . As a side 

effect, it is not that important to collapse request s in HANA-optimized InfoCubes in 7.3x. 

Unfortunately,  the approach to not up dating reference points while collapsing has a significant 

disadvantage,  as we will see later (see chapter 3.3.2). 

 

3.2.3  Hist orical Movements  
Now we load historical movements i.e. those stock changes that occurred before the initialization 

on 2015-02 -22. To do so we create a DTP from DataSource ZMOVEMENTS into InfoCube 

NCUMH73X with a filter on CALDAY < ' 2015-02 -22' and update option 'Historical Transactions'  

(see Picture 34). This option is only available for HANA -optimized InfoCubes ( and advanced 

DataStores) . It allows SAP BW to detect th at the request must not be handled as "normal" delta 

movements but as historical transactions that were already semantically contained in the initial 

stock balances. It is crucial to check this flag when loading historical transactions. Otherwise,  

queries on the InfoCube will show "unexpected" data.   
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Picture 34: DTP with update option 'Historical Transactions'  

 

Picture 35 shows again the historical  movements of our sample scenario, which are stored in  table 

ZMOVEMENTS. 

 

 

Picture 35: Historical movements in table ZMOVEMENTS  

 

As explained above, historical movemen ts are loaded for record type '2 ' in case the InfoProvider is a 

HANA-optimized InfoCube . Consequently,  we see new records in the fact table for package 

dimension ID 6 with 0RECORDTP='2 ' after loading the historical movements (see Picture 36). 
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Picture 36: Content of the fact table and package dimension after loading historical movements  

 

At this point , let's check how the result of a simple query without any filters looks like  (see Picture 

37). You may remember that the query on the classic InfoCube showed unexpect ed results before 

collapsing the request with historical movements  (see Picture 21). This time it is not mandatory to 

collapse the request with historical transaction s. The query result is correct.  That is a significant 

advantage of HANA -optimized InfoCubes over classic InfoCubes.  You can verify the historical 

movements via BEx query before collapsing the request. Like this, you are able to delete and reload 

the reques t if it contains erroneous data.  

 

 

Picture 37: Query result before collapsing historical movements  

 

For the sake of completeness,  we collapse the request with historical movements.  Brief recap, the 

field 'No Marker Update' is not shown in the 'Collapse' tab for HANA -optimized InfoCubes (see 

Picture 29); hence no need to decide on the appropriate setting.  

Aft er collapsing the request with historical movements, we see that all fact table records related to 

historical transactions still  refer to package dimension ID 2 i.e. record type is ' 2' (0RECORDTP='2') 

but the request information is gone (0REQUID='0') which  is the expected behavior of InfoCube 

collapse (see Picture 38). Please note that the reference points were not updated.   
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Picture 38: Content of the fact table and package dimension after collapsing historical movements  

 

3.2.4  Query Processing  
In chapter 3.1.4, we saw how inventory values are computed for classic InfoCubes . In a nutshell, this 

is done by calculating the stock value at infinity first, and then calculating backwards from infinity to 

the requested point in time. This concept has several disadvantages. First of all , query performance 

for recent stock values is only good if the InfoCube is regularly collapsed. Secondly , the runtime for 

calculating stock values in the past depends on how far backwards calculation is required.  

In this chapter we will see how the Analytic Manager calculates the stock value for a time interval 

between t 1 and t2 for HANA-optimized InfoCubes  in SAP BW 7.3x. In chapter 3.2.1, we already learnt 

that reference points are not updated during collapse of requests for HANA -optimized InfoCubes in 

SAP BW 7.3x. Instead,  stock values are always computed based on all relevant movemen ts during 

query runtime. Let's see how exactly this is done.  

 

 

Picture 39: Formula for the inventory value at any time t 0 in the interval [t 1, t2]  

 

The formula above shows how stock values for a ny time t0 in the interval between t1 and t 2 are 

computed. This requires three read requests to the database and some calculation within SAP BW:  

 

1. The first read request is needed to compute  the stock value at the upper limit of the time 

interval t 2. How would you do that? Well you have to read the initial stock  value i.e. the 

reference point. Then you add all delta movements that  happened up to and including t 2 as 

they are also relevant for the query . From that value, you subtract those historical 

transactions that happened after t 2 as they are not valid for the requested time interval but 

already contained in the reference point.  

 
















































































